
Semester Project – Jan Linder

Overview week 6

23.10.2020



Part I: Participant lists

• In a first step, the PDFs needed to be transformed to .txt files
• Scans: Used the open-source tool tesseract that is developed by 

Google since 2006. It performs Optical Character Recognition (OCR) on 
the lists.

• “Normal” PDFs: Used the open-source tool pdfminer with minor 
changes that allow to extract several columns in the right order.



Part I: Participant lists

• In a first step, the PDFs needed to be transformed to .txt files

• Then, extract a data structure containing the participants from 
the .txt files: affiliation category, affiliation, name, description



Example: Scans

COP 3

COP 8



Example: newer PDFs

COP 23



Part I: Participant lists

Challenges:

• Design inconsistencies in the lists lead to minor errors
• Missed participants

• Wrong affiliation or affiliation category

• Typos (especially for OCR)

• Long names might not be detected entirely

• Corrigenda are not (yet) considered



Intermediate results

Extracted participants per COP
The colours indicate the 
affiliation category:
• Parties
• Observer States
• United Nations secretariat 

units and bodies
• Specialized agencies and 

related organizations
• Intergovernmental 

organizations
• Non-governmental 

organizations



Intermediate results

Undetected participants
Comparison of my extracted 
number of participants and 
the stated number on the first 
page of the participant list.

We expect the discrepancy (at 
least for the newer lists) to be 
mainly due to the source, as 
Victor got similar results for 
COP24 and COP 25 with a 
totally different method.



Appendix: How it works - tesseract

Find connected components (nested)

1. Outlines of all elements are grouped to blobs

2. Blobs are organized into text lines

3. Text lines are broken into words 

Recognition: Two-pass process

1. Guess each word (also with dictionary) and “learn” from 
satisfactory results

2. Go through everything again using all the collected information

Explanation inspired by: https://www.quora.com/How-does-the-Tesseract-API-for-OCR-work?share=1



Appendix: How it works - tesseract

To prevent the two columns 
from being mixed I inserted a 
box on certain pages. This
helps to find accurate blobs.



Appendix: How it works – pdfminer

(page_nr, x0, y0, x1, y1, string)

Source: https://pdfminersix.readthedocs.io/en/latest/topic/converting_pdf_to_text.html



Appendix: How it works – pdfminer

This is some text

This is also text

This is text in the 
second column

y

x

(x0,y0) 

(x1,y1) What I extract:

This is some text

This is also text

This is text in the

second column


